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Executive summary 
Gartner estimates that the public cloud infrastructure-as-a-service (IaaS) market is growing at a 23.31% compound annual growth Rate (CAGR).1 
Companies that are moving fast in their transformation to cloud technology and have chosen public cloud cite flexibility, agility, payment options, 
time to market, developer productivity, and even price as the key factors in their choice to move certain workloads to the cloud. The focus of this 
paper is to provide a deep analysis of the price-performance ratio for a given workload. In this study, price is expressed as the Total Cost of 
Ownership (TCO) which is the all-in cost to operate the infrastructure; the performance is expressed as the workload throughput in Queries per 
minute (Qpm); and the price-performance ratio is expressed as TCO/throughput in $/Qpm (in US dollars). 

We compared the total cost to achieve specific workload performance service levels with Hewlett Packard Enterprise (HPE) on-premises 
solutions versus various Amazon Web Services (AWS) public cloud infrastructure offerings using a cloud-scale advanced analytics workload. 
Additionally, we explored the situation when the business conditions specify a change (increase or decrease) in the throughput service-level 
requirement. We also examined pay-per-use infrastructure offerings and the associated costs to achieve throughput service levels for specified 
periods of time.2 

For most of this paper we use the terms - to refer to infrastructure types. Both types were analyzed with 
configurations using Intel® Xeon® Scalable Processors (also known as Skylake processors). For some AWS instances we examined the AWS 
Elastic Block Store (EBS3) for storage. In all cases, the workload under test was a cloud-scale advanced analytics workload described in the 
Workload description section of this document.  

Our results show:  

 AWS IaaS TCO is 1.7 to 3.4 times higher than comparable HPE on-premises deployments (lower is better). 

 HPE on-premises deployment workload throughput is 45% higher than comparable AWS deployments (higher is better). 

 AWS price-performance ratio is 2.5 to 5.0 times higher than comparable on-premises deployments from HPE (lower is better). 

 HPE GreenLake Flex Capacity manages throughput demand growth with a pay-per-use consumption experience at 1/3 the cost of AWS IaaS. 

TCO comparison 
We compared the TCO of the HPE Gen10 solution to three different purchase options for the AWS m5 configuration. Figure 1 shows this 
comparison where the TCO for the HPE Gen10 solution includes costs for warranty, maintenance labor, power and cooling, carbon footprint, and 
datacenter infrastructure (see Table 3). We priced AWS configurations using the AWS Simple Monthly Calculator. The AWS m5.24xlarge 
configuration with the 3-year reserved, paid all upfront purchase option is detailed in Appendix B. 

 

Figure 1. Monthly TCO comparison. 

 
 
1 forbes.com/sites/louiscolumbus/2017/10/18/cloud-computing-market-projected-to-reach-411b-by-2020/#64363acb78f2  
2 Pricing analysis was conducted during the time of the study; pricing is subject to change without notice. 
3 aws.amazon.com/ebs/  

https://www.forbes.com/forbes/welcome/?toURL=https://forbes.com/sites/louiscolumbus/2017/10/18/cloud-computing-market-projected-to-reach-411b-by-2020/&refURL=&referrer=#64363acb78f2
file:///C:/Users/gaglialo/OneDrive%20-%20Hewlett%20Packard%20Enterprise/ESP/Performance%20Engineering/Projects/Nimbus/aws.amazon.com/ebs/
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The monthly costs of the AWS m5.24xlarge configuration purchase options are 1.7 to 3.4 times higher than the fully burdened monthly costs of 
the HPE Gen10 configuration when amortized over a three-year period. 

Workload throughput comparison 
The next piece in the price-performance ratio equation is the performance, or in this case, the workload throughput in Qpm for the 
infrastructures as tested. Comparing the performance of the AWS m5 infrastructure versus the HPE Gen10 infrastructure, in Figure 2, shows a 
45% performance advantage in Qpm for the HPE Gen10 solution. 

Figure 2. Infrastructure workload throughput comparison. 

Monthly price-performance ratio comparison 
Figure 3 shows a price-performance ratio that is 2.5 to 5.0 times higher for AWS purchase options versus the HPE Gen10 solution. Each 
configuration was optimized for maximum throughput to establish the baseline price-performance ratio. Running infrastructure at 100% of 
resource capacity and without headroom is not realistic, so the final topic we explored involved scenarios of dynamic throughput demand with 
reserve capacity and elastic consumption. 

Figure 3. Monthly $/Qpm comparison. 

Elastic consumption experience and pay-per-use comparison 
HPE GreenLake Flex Capacity delivers the pay-per-use, simplified operations, and elastic IT experience of the cloud, with variable payments 

 except for when it is 
used, HPE GreenLake Flex Capacity delivers enterprise-grade support with dynamic and instant growth flexibility for infrastructure that is on-
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premises. The instantaneous response to changes in throughput demand comes at about 1/3 the cost of AWS, making HPE GreenLake Flex 
Capacity a competitive flexible consumption alternative. See the section titled The business value of elasticity and agility  for the detailed 
analysis.4 

Test configurations 
The baseline configuration in our study, in all cases, was made up of nine worker nodes (or instances) and three management nodes. The worker 
nodes handled all of the work, and the management nodes managed assignment of the jobs for the worker nodes, but had a much lighter 
workload requirement than the worker nodes. In selecting the correct instances from AWS, our primary objective was to identify the instances 
that were closest to the workload-optimized HPE on-premises configurations in the deployment of compute, memory, storage, and network 
resources.  

For storage, AWS presented two different approaches: one that uses local SSDs, which is most similar to the HPE solution, and another that uses 
configurable network-accessible storage from the Elastic Block Store (EBS) capability. We evaluated both approaches in our analyses. We chose 
the AWS ion 
requirement in IOPS. It is important to note that the AWS i3 instances come standard with a larger memory footprint that adds to the total cost. 
We also chose the less expensive m4 instances and configured the EBS storage to meet the needs of the workload.  

We began this project focusing only on the HPE Gen9 and the AWS i3 and m4 instances, which use Intel Xeon E5 v4 processors (also known as 
Broadwell processors). However, AWS recently added support for the newer generation Intel Xeon Scalable Processor family, so we added the 
HPE Gen10 and the AWS m5 instances, both of which support the newer processor family, to the comparison. Table 1 shows the configurations 
used in this analysis. More configuration details can be found in Appendix A.  

Table 1. Test configurations. 

Configurations Worker instances and 
processor models 

Threads per 
instance 

Memory 
per inst. 

HDDs per instance Network Management  
instances 

HPE Gen10 (Skylake)  9 X HPE ProLiant DL380 
Gen10, Intel Xeon Gold 
6154 

72 @ 3.00 
GHz 

384 GB OS SSD: 480 GB RI 
Temp: 480 GB SSD MU 
Data: 16 X 600 GB HDD SAS 

25 GbE 3VMs on 2X HPE ProLiant 
DL360 Gen10, 48C Intel Xeon 
Silver 4116 @ 2.10 GHz 

AWS m5.24xlarge 
(Skylake) with EBS 

9 X m5x24xlarge, Intel 
Xeon Platinum 8175M 

96 @ 2.50 
GHz 

384 GB OS SSD: 100 GB General Purpose 
Temp: 340 GB Provisioned 
Data: 16 X 600 GB Throughput Optimized 

25 GbE 3X M5.12xlarge 48C Intel 
Xeon Platinum 8175M @ 2.5 
GHz 

HPE Gen9 
(Broadwell)  

9 X HPE ProLiant DL380 
Gen9, Intel Xeon E5-2680 
v4 

56 @ 2.40 
GHz 

256 GB OS SSD: 480 GB RI 
Temp: 480 GB SSD MU 
Data: 16 X 600 GB HDD SAS 

10 GbE 3VMs on 2X HPE ProLiant 
DL360 Gen9, 32C Intel Xeon 
E5-2640 v3@2.50 GHz 

AWS i3.16xlarge 
(Broadwell) with SSDs 

9 X i3.16xlarge, Intel Xeon 
E5-2686 v4  

64@ 2.3 
GHz 

488 GB OS SSD: 100 GB General Purpose 
Temp and Data: 8 X 1.9 TB Local NVMe 

25 GbE 3X c4.8xlarge, 36C Intel Xeon 
E5-2666 v3 @ 2.9 GHz 

AWS m4.16xlarge 
(Broadwell) with EBS 

9 X m4.16xlarge, Intel 
Xeon E5-2686 v4  

64@ 2.3 
GHz 

256 GB OS SSD: 100 GB General Purpose 
Temp: 340 GB Provisioned 
Data: 16 X 600 GB Throughput Optimized  

20 GbE 3X c4.8xlarge, 36C Intel Xeon 
E5-2666 v3 @ 2.9 GHz 

 

Our review of AWS published information determined that AWS instances come in several varieties: 

 Reserved vs. On-Demand. Instances can be reserved in advance for a period of one or three years, with an up-front payment. Reserved 
instances are the least costly purchase option for AWS instances; therefore, we chose Reserved Instances as the baseline for our cost 
comparison. 

For less predictable workload throughput requirements over time, resources can be accessed on-demand, scaling up or down as the workload 
requires. Because On-Demand instances are more expensive, they are typically used for workloads that experience temporary bursts of high 
load before returning to a more typical average load level. While On-Demand provides value in the form of flexibility, there is a price premium 
for On-Demand that is typically more than 2X the reserved pricing sourced from the same vendor. 

 
 
4 For hard copy, see h20195.www2.hpe.com/V2/GetDocument.aspx?docname=a00043038enw. 

https://h20195.www2.hpe.com/V2/GetDocument.aspx?docname=a00043038enw
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Dedicated vs. shared hardware. Depending on service-level agreements and information security requirements as well as other business 
needs, public cloud customers can choose to purchase cloud services that run on dedicated hardware or that run on hardware that is shared 
among several customers. 

These solutions can be combined, such as with an AWS On-Demand Dedicated Instance or an AWS Reserved Instance on shared hardware. In 
our comparisons, we have ; however, the 
storage provided through the EBS service has no such dedicated vs. shared provisioning option. Tables A-1 through A-3 of Appendix A provide 
AWS configuration details. 

We also evaluated the two HPE on-premises configurations, Gen9 and Gen10, shown in Tables A-4 and A-5 of Appendix A: 

HPE Gen9 server (based on the Intel Xeon Processor E5 family) 

HPE Gen10 server (based on the Intel Xeon Scalable Processor family) 

Workload description 
We used a workload similar to the TPC Express Benchmark BigBench (TPCx-BB).5 

Our workload executed advanced analytics and reporting, using queries of structured, semi-structured, and unstructured data. These queries fell 
into four categories: Pure Hive queries, Hive queries with MapReduce programs, Hive queries using natural language processing (NLP), and 
queries using Apache Spark MLlib. 

This workload included a broad mix of real-world business functions including: 

Marketing: Cross-selling, customer micro-segmentation, sentiment analysis, enhancing multichannel consumer experiences 

Merchandising: Assortment optimization, pricing optimization 

Operations: Performance transparency, product return analysis 

Supply chain: Inventory management 

Reporting: Customers and products 

ed all these functions. 

For testing purposes, gaining access to a large volume of data (tens or hundreds of terabytes, or TB) is impractical. Instead, we generated the 
data locally using a packaged data generator, which enabled us to scale to hundreds of TB. The data generation ran as a MapReduce job and 
created text-based data directly stored on HDFS. The volume of data generated was defined by the scaling factor, where a scaling factor of 1000 
generates approximately 1 TB of raw data and a scaling factor of 3000 generates approximately 3 TB of raw data. The test consists of 30 

Test methodology 
The following sections describe our test methodology for cost, performance, and price-performance ratio analyses. 

Cost analysis 
We performed cost analyses for all AWS and HPE solutions that we evaluated. 

5
See tpc.org for benchmark details.

http://www.tpc.org/
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 AWS public cloud offering cost analysis. We explored costs for AWS reserved instances (3-year and 1-year paid, all upfront) as well as On-
Demand instances. AWS offers significant discounts for the 3-year and 1-year, reserved, paid all upfront instances. All of our comparisons 
incorporated the maximum discounts as defined on the AWS webpages for Amazon Elastic Compute Cloud (Amazon EC2) and the AWS 
Simple Monthly Calculator.6 These calculations were based on costs in US dollars; costs may vary for other regions. For more information, refer 
to Appendix B for details on AWS pricing. 

 HPE on-premises offering cost analysis. In this investigation, the prices of the components used were the actual prices a customer would 
pay for a one-time purchase, including support services. No individually negotiated discounts or special prices were considered. The discounts 
we applied indicate typical pricing for the listed components. For the on-premises configurations, all the hardware, software, and support 
products used were orderable through HPE. These calculations were based on costs in US dollars; costs may vary for other regions. Refer to 
Appendix C for details on HPE pricing. One of the costs included in the analysis is that of physically acquired hardware and software 
maintenance. HPE Foundation Care Services7 can provide 24x7 hours/day coverage for three years, either onsite or, if available as a standard 
offering, via a central support facility. One example of this service coverage is HPE 3Y FC 24x7 DL380 with part number PN 
H8QP7E.   

Table 2 and Table 3 show the total costs for both the HPE Gen9 and Gen10 on-premises HPE solutions respectively. For infrastructure power 
calculations, we used the HPE Power Advisor. Click here to learn more about the HPE Power Advisor.8 For the other on-premises operating costs, 
we used industry-standard cost models for these configurations. For capital costs, we also used industry-standard cost models; however, for 
Datacenter and Space Infrastructure cost calculations, the model was increased to support throughput over-provisioning by a factor of 2X. 

 

Table 2. HPE ProLiant Gen9 configuration total and monthly costs. 

 Total cost Monthly costs 

Total hardware extended price with discounts $188,429 $5,234 

Total software extended price with discounts $83,095 $2,308 

Hardware infrastructure maintenance from HPE $26,088 $725 

Installation and setup $4,050 $113 

Power and cooling (4,843 total watts - Power Advisor) $22,440 $623 

Labor for IT maintenance  $21,753 $604 

Carbon footprint $717 $20 

Datacenter infrastructure costs (2X over-provisioned) $22,565 $627 

Space infrastructure costs (2X over-provisioned) $3,360 $93 

Labor for indirect datacenter server $308 $9 

Labor for indirect datacenter connectivity $4,956 $138 

Total TCO $377,762 $10,493 

 

  

 
 
6 See aws.amazon.com/ec2/?ft=n and http://calculator.s3.amazonaws.com/index.html.  
7 hpe.com/us/en/services/foundation-care-services.html 
8 h20195.www2.hpe.com/v2/GetPDF.aspx/4AA6-2925ENW.pdf 

https://www.hpe.com/us/en/services/foundation-care-services.html
https://h20195.www2.hpe.com/v2/GetPDF.aspx/4AA6-2925ENW.pdf
file:///C:/Users/gaglialo/OneDrive%20-%20Hewlett%20Packard%20Enterprise/ESP/Performance%20Engineering/Projects/Nimbus/aws.amazon.com/ec2/%3fft=n
http://calculator.s3.amazonaws.com/index.html
file:///C:/Users/gaglialo/OneDrive%20-%20Hewlett%20Packard%20Enterprise/ESP/Performance%20Engineering/Projects/Nimbus/hpe.com/us/en/services/foundation-care-services.html
file:///C:/Users/gaglialo/OneDrive%20-%20Hewlett%20Packard%20Enterprise/ESP/Performance%20Engineering/Projects/Nimbus/h20195.www2.hpe.com/v2/GetPDF.aspx/4AA6-2925ENW.pdf
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Table 3. HPE ProLiant Gen10 configuration total and monthly costs. 

 Total cost Monthly costs 

Total hardware extended price with discounts $260,187 $7,227 

Total software extended price with discounts $79,393 $2,205 

Hardware infrastructure maintenance from HPE $30,034 $834 

Installation and setup $4,050 $113 

Labor for IT maintenance $22,440 $623 

Power and cooling (5,907 total watts - Power Advisor) $26,355 $732 

Carbon footprint $876 $24 

Datacenter infrastructure costs (2X over-provisioned) $27,550 $765 

Space infrastructure costs (2X over-provisioned) $3,360 $93 

Labor for indirect datacenter server $308 $9 

Labor for indirect datacenter connectivity $4,956 $138 

Total TCO $459,509 $12,764 

 

Price-performance ratio analysis 
We calculated a price-performance ratio metric for each configuration. This metric was calculated by the following equation where the System 
under Test (SUT) with the license and support cost are priced at three years. 

$/Qpm =  
𝑇𝐶𝑂

Qpm@SF
 

For definitions of the other variables, refer to Appendix D. Throughout most of this document, we express the TCO as monthly TCO. In the case 
of HPE on-premises offerings and AWS 3-year, paid all upfront, reserved offerings, we divided the total cost by 36 months. 

Results 
Overall, we found that the HPE on-premises configurations provided significant cost advantages over the AWS public cloud configurations. We 
also found that servers based on the latest Intel Xeon Scalable Processor family provided performance improvements compared to previous-
generation platforms. These two findings combine to underscore how modern platforms can transform the on-premises data center and drive 
digital transformation across an enterprise. The following sections describe our findings in detail. 

Cost comparison 
Our first comparison was the cost per node (or instance) for each of the offerings. For simplicity, we expressed this as a TCO for one month of 
time with the configuration defined as shown in Table 1.  

For the HPE solution, our calculation of the monthly TCO of a 12-node solution, purchased and amortized over 36 months, included fees for 
software licenses, warranty, maintenance, services, labor, power, cooling, real-estate, and the other items that make up the TCO calculation, as 
shown in the previous section. 

For the AWS configurations, we used the AWS Simple Monthly Calculator to generate the monthly costs for the three chosen instance types (i3, 
m4 and m5) with each type offering three different purchase options (3-year upfront reserved instances, 1-year upfront reserved instances and 
on-demand instances) and applying the appropriate discounts for the longer-term commitment options. 

Figure 4 shows the monthly TCO for each of the three AWS instance types and their three purchase options as compared to the HPE Gen9 and 
Gen10 configurations. 



Technical white paper Page 9 

   

 

Figure 4. Monthly TCO comparisons. 

Note 
The AWS 3-year upfront reserved instances yield the greatest discount for the AWS offerings; therefore, for most of this study, we focused our 
comparisons using these instances. Scenarios using the on-demand pricing are explained, in the section that considers the business value and 
cost of elasticity. 

Performance analysis 
We optimized and ran the workload on each of the target configurations. For each test configuration, we measured performance according to  
the number of queries completed in a certain time span (higher is better). We ran our tests at a benchmark scaling factor of 1 TB and 3 TB.  
(See the Workload description section for details about scaling factors.) For more information about our performance analysis equation, refer to 
Appendix D. 

Table 4 shows the performance results in Qpm for each configuration and at the two different scaling factors. For each scaling factor, we created 
, which was normalized to one of the results. The relative performance indices, for each scaling factor, were 

normalized relative to the performance scores of the m4.16xlarge with EBS configuration. 

 

Example using Table 4: The relative performance calculation of the i3.16xlarge configuration at 1 TB is 199/160 = 1.24: the i3.16xlarge 
configuration yielded 24% higher throughput relative to the m4.16xlarge with EBS at 1 TB scaling factor. To calculate relative performance of 
one type vs. another within a scaling factor, we used the following the formula:  

(Higher relative performance index  lower relative performance index)/lower relative performance index 

  

Table 4. Performance and relative performance index for 1 TB and 3 TB scaling factor configurations. 

 
Worker instance type 

Performance at 1 TB 
scaling factor (Qpm) 

Performance at 3 TB 
scaling factor (Qpm) 

Relative performance index 
at 1 TB scaling factor 

Relative performance index 
at 3 TB scaling factor 

AWS m4.16xlarge (Broadwell) with EBS 160 302 1.00 1.00 

AWS i3.16xlarge (Broadwell) with SSDs 199 293 1.24 0.97 

AWS m5.24xlarge (Skylake) with EBS 265 405 1.66 1.34 

HPE Gen9 (Broadwell) 325 418 2.03 1.38 

HPE Gen10 (Skylake) 432 589 2.70 1.95 
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Upgrading from Gen9 to Gen10 servers, using a 3 TB scaling factor, resulted in a 41% performance improvement: 

(1.95-1.38)/1.38 = .57/1.38 = 41%. 

As mentioned, all 1 TB relative performance scores are relative to the m4.16xlarge Qpm result for the 1 TB scaling factor, and all 3 TB relative 
performance scores are relative to the m4.16xlarge Qpm result for 3 TB scaling factor. The relative performance for 1 TB and 3 TB scaling 
factors are not relative to each other. 

Performance and price-per-performance comparisons 
Using Qpm as our performance metric (highest is best), we compared the performance of the AWS instances to both the HPE Gen9 and Gen10 
configurations. We ran two performance tests, one using a scaling factor of 1 TB and the other using a scaling factor of 3 TB.  

Figures 5 and 6 are charted versions of the relative performance index for each of the instance types that we compared for both 1 TB and 3 TB 
scaling factors. As shown, the HPE Gen10 on-premises solution provides significantly higher Qpm than any of the AWS instances in each of the 
scaling factors. 

 

Figures 5 and 6. Relative monthly TCO/performance indices for 1 TB and 3 TB scaling factors. 

After establishing the relative indices for TCO and performance, we established the relative TCO/performance index (lowest is best) for each 
instance configuration and at both scaling factors. Table 5 and Table 6 show the resultant TCO/performance index at 1 TB and 3 TB scaling 
factors, respectively. The relative TCO/performance index has also been normalized to the relative TCO/performance index of the HPE Gen10. 

 

Table 5. TCO/performance calculation for 1 TB scale-factor configurations. 

 
Worker instance type 

Monthly TCO Relative TCO 
index 

Relative performance 
index at 1 TB 

Relative TCO/performance 
index at 1 TB  

HPE Gen10 (Skylake) with 3-year amortization $12,764 1.00 2.70 1.00 

HPE Gen9 (Broadwell) with 3-year amortization $10,493 0.82 2.03 1.09 

m4.16xlarge (Broadwell) 3-year all upfront with EBS $16,913 1.33 1.00 3.58 

i3.16xlarge (Broadwell) 3-year all upfront with SSDs $18,664 1.46 1.24 3.17 

m5.24xlarge (Skylake) 3-year all upfront with EBS $21,593 1.69 1.66 2.76 

m4.16xlarge workers 1-year all upfront with EBS $22,288 1.75 1.00 4.71 

i3.16xlarge workers 1-year all upfront with SSDs $27,132 2.13 1.24 4.61 

m5.24xlarge workers 1-year all upfront with EBS $29,740 2.33 1.66 3.80 

m4.16xlarge workers On-Demand with EBS $33,669 2.64 1.00 7.12 

m5.24xlarge workers On-Demand with EBS $43,704 3.42 1.66 5.58 

i3.16xlarge workers On-Demand with SSDs $42,141 3.30 1.24 7.17 



Technical white paper Page 11 

   

 

  

Table 6. TCO/performance calculations for 3 TB scale-factor configurations. 

 
Worker instance type 

Monthly TCO Relative TCO 
index 

Relative performance 
index at 3 TB 

Relative TCO/performance 
index at 3 TB 

HPE Gen10 (Skylake) with 3-year amortization $12,764 1.00 1.95 1.00 

HPE Gen9 (Broadwell) with 3-year amortization $10,493 0.82 1.38 1.16 

m4.16xlarge (Broadwell) 3-year all upfront with EBS $16,913 1.33 1.00 2.58 

i3.16xlarge (Broadwell) 3-year all upfront with SSDs $18,664 1.46 0.97 2.94 

m5.24xlarge (Skylake) 3-year all upfront with EBS $21,593 1.69 1.34 2.46 

m4.16xlarge workers 1-year all upfront with EBS $22,288 1.75 1.00 3.41 

i3.16xlarge workers 1-year all upfront with SSDs $27,132 2.13 0.97 4.27 

m5.24xlarge workers 1-year all upfront with EBS $29,740 2.33 1.34 3.39 

m4.16xlarge workers On-Demand with EBS $33,669 2.64 1.00 5.14 

m5.24xlarge workers On-Demand with EBS $43,704 3.42 1.34 4.98 

i3.16xlarge workers On-Demand with SSDs $42,141 3.30 0.97 6.64 
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Figure 7 shows a visual representation of the relative monthly TCO/performance indices from Tables 5 and 6. The lowest price-performance 
ratio was achieved by the HPE Gen10 solution. Of the AWS configurations that we tested, regardless of scaling factor, the lowest price-
performance ratio was achieved by the Skylake m5.24xlarge configuration. Not surprisingly, the 1-year Reserved and the On-Demand instances 
showed much higher relative TCO/performance indices than the configurations with longer-term commitments. This effect is due to the TCO 
portion as the relative performance indices do not change with the purchase options. 

 

Figure 7. Relative monthly price-performance indices for 1 TB and 3 TB scaling factors. 

Price-performance ratio summary 
The price- -for-  represents an index we created that is relative to the HPE Gen10 
price-performance ratio. The net take-away is that the relative price-performance index, for each comparison, becomes the multiplier of dollars, 
more than the cost to achieve an equivalent workload throughput service level with an HPE Gen10 solution. For example, the AWS m5.24xlarge 
with 3-year reserved instances and paid all upfront costs 2.5 to 2.8 times more than an HPE Gen10 solution offering equivalent workload 
throughput. The multipliers of all other AWS instances are even higher. As we continue the analysis, we will narrow our focus to the HPE Gen10 
and the AWS m5.24xlarge as these appear to be the best-in-class offerings from each respective infrastructure supplier. 

 AWS relative TCO/performance at 1 TB    AWS relative TCO/performance at 3 TB 

 HPE relative TCO/performance at 1 TB     HPE relative TCO/performance at 3 TB 
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The business value of elasticity and agility 
t to changing business requirements. The ability to 

affordably scale workloads up and down (elasticity) and the ability to do so rapidly and easily (agility) are two differentiating capabilities of  
top-performing companies. In this section, we explore the cost of elasticity and the scenarios when the added cost makes sense and when there 
are better options. 

The value and cost of elasticity 
An attractive feature of public cloud suppliers, like AWS, is the on-demand offering, which allows customers to quickly scale their infrastructure 
up (or down) based on changing business requirements. These changing business requirements may be in the form of increased throughput 
demand due to seasonality, or the need to execute short-term projects without the long-term infrastructure commitment. 

A few factors must be considered when planning for scaling: 

1. What is the baseline infrastructure that is required? Specifically, how much infrastructure is required to maintain a baseline minimum service-
level of throughput? This baseline infrastructure should be purchased with longer-term commitments because it is continuously needed and 
the cost for this equipment is the lowest for both on-premises and public cloud providers. 

2. How much on-demand infrastructure will be needed to achieve the peak throughput required? 

3. What is the aggregate time that on-demand scaling is required over long-term intervals? 

4. What is the difference in the monthly costs between baseline and on-demand infrastructure? 

On-demand scaling scenarios 

In this section we explore a few scenarios for use-cases with on-demand scaling. For apples-to-apples comparisons in the following scenarios, we 
established a 1X baseline throughput requirement at 1178 Qpm and limited our comparisons to the HPE Gen10 on-premises and the AWS 
m5.24xlarge instances. Furthermore, referring to Figure 7, we used the relative TCO results from the benchmark scaling factor of 3 TB rather 
than the 1 TB benchmark scaling factor as this favors the AWS configurations slightly. Table 7 shows the TCO and the throughput of the full 
configurations that were tested, calculating the monthly TCO of each infrastructure configured to meet the baseline throughput requirement of 
1178 Qpm (1X). 

 

  

Table 7. Monthly TCO to support up to 1X throughput (1178 Qpm).  

 
Worker instance type 

AWS m5.24xlarge 3-year 
paid all upfront 

AWS m5.24xlarge  
On-Demand 

HPE Gen10 3-year 
amortization 

Monthly TCO as tested - long-term commitment $21,593 $43,704 $12,764 

Tested performance throughput (Qpm) 405 405 589 

Required baseline throughput (Qpm)  1178 1178 1178 

Multiplier to achieve required baseline throughput 2.91 2.91 2.00 

Monthly TCO to support baseline throughput $62,836 $127,179 $25,528 
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Scenario 1: Short duration workload deployments 

This use case is one in which short-duration projects are required at a sufficiently low frequency such that maintaining a continuous 
infrastructure to support this workload is not cost-effective. For this scenario, deploying on-demand models via public cloud, such as the AWS 
EC2 On-Demand offering, seems to be the better choice.  

Figure 8 shows such an example where infrastructure is required four times in a year, or once per quarter, for exactly one week and at 80% of a 
baseline throughput requirement. To support this use case via the AWS On-Demand purchase option, the average monthly cost, spread 
throughout a given year, is $5,006. For the HPE Gen10 purchased configuration, we would need to purchase and maintain infrastructure for the 
entire year to support the required use, at a monthly cost of $15,540. This is 3.1 times more than the AWS On-Demand configuration, so for 
these types of scenarios, where purchased infrastructure cannot be re-deployed for other workloads, the AWS On-Demand purchase option 
appears to be the better choice rather than keeping and maintaining unused infrastructure. This choice continues to be the preferred use case 
unless the aggregate in-service duration increases by 3.1 times (12.4 weeks per year) until the break-even point is attained, in which case the 
advantage switches to HPE on-premises infrastructure.  

 

Figure 8. Short-duration workloads. 

 

 
 
 
 

 

  

Table 8. Short-duration scenario cost comparison. 

 Average monthly TCO Best value for scenario 

AWS m5.24xlarge On-Demand $5,006  68% lower cost 

HPE Gen10 $15,540   
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Scenario 2: Baseline with seasonal bursts 

This is a scenario where there is a baseline amount of infrastructure purchased with long-term commitments for the lowest cost, and additional 
infrastructure is purchased to support bursts of incremental throughput. Figure 9 compares blended AWS m5.24xlarge baseline + on-demand vs. 
HPE on-premises infrastructure over-provisioned to support the peak scale-up requirement. We established the peak throughput requirement of 
2X the baseline throughput. For the HPE Gen10 comparison, we purchased enough equipment and data center infrastructure to support the 
peak requirement at a monthly amortized TCO of $51,057 (fully burdened). This was calculated by multiplying the Monthly TCO in Table 7 by 
2X. For the AWS configuration, we purchased equipment to support 1X using 3-year, paid all upfront, Reserved purchase option, and used the 
On-Demand purchase option for scaling above 1X. 

 

Figure 9. AWS On-Demand vs. HPE on-premises infrastructure  up to 2X throughput scaling. 

To compare the costs to support this scenario we used the average scaling required to support the demand, which is a weekly average of 
1.218X, where 1.0X is continuously covered under long-term commitments and 0.218X is covered through the on-demand purchase option. The 
average monthly TCO for the blended AWS case is $90,521. Table 9 shows the total monthly cost to support this scenario with blended AWS 
Reserved and on-demand purchase options. 

 

 

 

 

 

The blended AWS option carries a 77% higher monthly cost than the HPE on-premises option from HPE that is over-provisioned to support a 
continuous peak demand of 2X. As shown in Table 9, this advantage grows as the average (weekly) scaling increases through either increases in 
burst scale or time in burst mode. 

 

 
 
 
 

 

Table 9. Seasonal burst scenario cost for AWS Reserved On-Demand. 

Purchase Option for AWS m5.24xlarge Monthly TCO @ 1X Average scaling Avg. monthly TCO 

Total cost of 3-year Reserved  $62,805 1.00 $62,805 

Total cost of On-Demand $127,118 0.218 $27,716 

Total   $90,521 

Table 10. Seasonal burst scenario cost comparison. 

 Average monthly TCO Best value for scenario 

AWS 3-Year Reserved + On-Demand $90,521  

HPE Gen10 $51,057  44% lower cost 
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Scenario 3: Scaling to manage growth 

Accurately predicting future growth in infrastructure demand is a difficult job. For traditional on-premises infrastructure the time lag between 
deciding to place an order and deploying this new infrastructure can be as much as few months. Scenario 3 compares flexible, pay-per-use 
consumption alternatives from both AWS and HPE.  

We started with a steady-state throughput requirement of 1178 Qpm that established a starting long-term commitment level. As throughput 
demand rose above this minimum commitment level, we used On-Demand to immediately support short-term growth. For AWS, as shown in 
Figure 10, we used the AWS 3-Year Reserved purchase option for the long-term minimum commitment levels and the On-Demand purchase 
option to create a 25% buffer, above the minimum commitment level, to enable quick scaling to throughput demands above the committed level. 
As the increasing demand approached the maximum buffer limit, a decision was made to increase the buffer capacity and the minimum 
commitment level, in this case by 10%. 

The HPE GreenLake Flex Capacity works in a similar way to the AWS On-Demand with the following differences: 

1. The unit cost of the infrastructure in the HPE GreenLake Flex Capacity buffer is the same as with the long-term commitment.

2. 

3. As the infrastructure grows, lower cost bands take effect to further reduce the per-unit costs.

Figure 10. Managing growth using AWS On-Demand and HPE GreenLake Flex Capacity. 

HPE GreenLake Flex Capacity provides significant savings with the agility to provision for growth in just minutes for on-premises deployments, 
with flexible payment options and no upfront payments. Figure 11 shows the actual weekly cost to the customer to support the throughput 
demands for this scenario in graphical form.  
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Figure 11. Ongoing weekly cost to the customer for AWS On-Demand vs. HPE GreenLake Flex Capacity. 

Assuming an average annual growth rate of 50%, Figure 12 shows the average monthly price-performance modeled over a four-year period.  

 

Figure 12 Average monthly price-performance ratio over four years: AWS Long-Term + On-Demand vs. HPE GreenLake Flex Capacity. 

Configuring both the AWS (long-term and On-Demand) and HPE GreenLake Flex Capacity to optimize for the lowest TCO while supporting the 
changing infrastructure demand, we found that HPE GreenLake Flex Capacity incurred less than one-third of the TCO to achieve a specified 
throughput demand versus using AWS to manage growth and flexibility.  

 

 

 

 

 

For more information, see: HPE GreenLake Flex Capacity. 

Table 11. Managed growth scenario cost comparison. 

 Average monthly 
TCO/throughput 

Best value for scenario 

AWS 3-Year Reserved + On-Demand $78.25 $/Qpm  

HPE GreenLake Flex Capacity $24.54 $/Qpm  < 1/3 of the AWS price-performance 

https://www.hpe.com/us/en/services/flexible-capacity.html
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The value of agility 
The need for the ability to configure resources and test them quickly to meet demand leads many companies to consider public cloud services 
rather than an on-premises solution. However, the agility gap has narrowed significantly between on-premises and public cloud services with 
HPE GreenLake Flex Capacity offering the benefits of both on-premises and on-demand. Now, increases in growth demand, as seen in the 
previous scenario, are as agile for on-premises deployments as for public cloud deployments. See the 451 Research Advisory: Best of Both 
Worlds9 and the HPE GreenLake Flex Capacity Services10 webpages for more details. 

Other considerations: Security, data sovereignty, and advantages of HPE technology  
and services 
Beyond consideration of price and performance, and elasticity and agility, enterprises may also base their decisions about public cloud versus on-
premises services on security and data sovereignty concerns, as well as on the advantages associated with HPE servers. 

Security 
While public cloud services such as AWS furnish flexible access to resources, they may not be suitable for all situations. Some types of data are 
subject to stringent privacy regulations that eliminate the public cloud as an option. Such privacy regulations prohibit storing or transmitting 
information with a third party to reduce the likelihood of data breaches. The on-premises setup gives customers the ability to retain the 
information  own data center. 

The HPE server portfolio is purposefully designed to deliver the performance and control enterprises need for both traditional and cloud-native 
workloads, right in the company's own data center. With HPE servers, companies can provision compute, storage, and networking resources via 
software, providing an experience similar to public cloud services. With the data residing on-premises, even the strictest security regulations can 
be met.  

Data sovereignty 
Many countries have stringent data governance regulations regarding data sovereignty. For instance, some countries require that citizens' data 
be stored on physical servers within the country's physical borders. In the United States, certain federal agencies mandate that data be stored 
exclusively within the United States. Several industries have similar requirements. When deciding between using cloud-based services or an on-
premises solution, enterprise IT departments must take into account data sovereignty requirements. 

While many cloud-based solutions can comply with an I  data sovereignty needs, it is important to examine this question early in 
the decision-making process and verify compliance. In many cases an on-premises solution helps satisfy the requirement that customers  data be 
held onsite or within a  

HPE Gen10 server technology and services advantages: security, agility, and economic control 
HPE ProLiant Gen10 servers are designed to simplify hybrid IT by providing the security to protect digital assets, the agility of modernized 
infrastructure, and economic control. HPE ProLiant Gen10 servers are equipped with silicon root of trust anchored in the processor and bonded 
with firmware, designed to protect against firmware attacks11. The servers also support Intelligent System Tuning (IST) for up to double-digit 
boosts in performance over default setup.12 Many other advantages come with using HPE Gen10 servers such as world-class quality assurance 

development, test and enterprise solutions, and performance engineering teams. In addition, 
HPE iLO and HPE OneView are two powerful HPE server and infrastructure management solutions. 

Services delivered by HPE Pointnext 

HPE Foundation Care is composed of comprehensive hardware and software services designed to help increase the availability of the IT 
infrastructure. HPE technical resources work to resolve hardware and software issues. For hardware products covered by HPE Foundation Care, 
the service includes remote diagnosis and support, as well as onsite hardware repair if it is required to resolve an issue. For software products 
covered by HPE Foundation Care, HPE provides remote technical support and access to software updates and patches. Updates for selected 
HPE-supported third-party software products are included as they are made available from the original software manufacturer. For third-party 
products, access is subject to availability of information from the original manufacturer. 

 
 
9  hpe.com/us/en/resources/services/best-both-worlds.html  
10 hpe.com/us/en/services/flexible-capacity.html  
11 hpe.com/us/en/resources/servers/secure-compute-lifecycle.html  
12 Intelligent System Tuning (IST) for double-digit boosts in performance over default setup: h20195.www2.hpe.com/V2/GetDocument.aspx?docname=A00018328ENW 

https://www.hpe.com/us/en/resources/services/best-both-worlds.html
https://www.hpe.com/us/en/resources/services/best-both-worlds.html
https://www.hpe.com/us/en/services/flexible-capacity.html
https://www.hpe.com/us/en/resources/services/best-both-worlds.html
https://www.hpe.com/us/en/services/flexible-capacity.html
https://www.hpe.com/us/en/resources/servers/secure-compute-lifecycle.html
https://h20195.www2.hpe.com/V2/GetDocument.aspx?docname=A00018328ENW
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HPE GreenLake Flex Capacity is a service delivered by HPE Pointnext that brings pay-per-use flexible infrastructure consumption to customers 
with variable payments based on actual metered usage, rapid scalability using an onsite buffer of extra capacity, and enterprise-grade support. It 
brings a cloud like experience for infrastructure that is on-premises. HPE GreenLake Flex Capacity employs software-defined and modern 
technologies such as HPE Synergy, Simplivity, Apollo, 3PAR, and HPE networking. Solutions are designed for consumption with HPE GreenLake 
Flex Capacity, supported and operated any way it is required. 

Economic flexibility with HPE financing solutions 

HPE Financial Services is a large IT financial services organization. By leveraging services available through HPE Financial Services, HPE helps 
customers build IT investment strategies that accelerate their digital transformation and achieve their business goals. Digital transformation is 
about enabling customers to innovate faster to create new value for their businesses. A customized IT investment strategy can help accomplish 
just that, mitigate risks, and improve ways to acquire and pay for IT. 

Conclusion 
As we have seen in our analysis dealing with fixed long-term commitment, the TCO/performance of the most competitive AWS purchase option 
(3-year, paid all upfront) appears to be over 2.5 times more expensive to complete the same amount of work as compared to the HPE on-
premises infrastructure: 2.5 times more instances and 2.5 times more software license costs to meet a specific throughput service-level 
requirement. 

In summary, the HPE product portfolio offers strong benefits for business. These benefits include: 

 Compared to AWS performance, HPE servers deliver significantly stronger performance. 

 Compared to AWS price-performance ratio, HPE servers present a substantial advantage in term of US dollars per Qpm. 

 the need arises. 

 Compared to AWS agility, HPE servers adapt to business needs quickly with the appropriate software. 

 Compared to AWS security, HPE servers provide the IaaS to help meet some stringent security requirements that public cloud services cannot 
offer.  

 HPE GreenLake Flex Capacity delivers the pay-per-use, simplified operations, and elastic IT experience of the cloud, but on-premises, for 
workloads that require the control that comes with operating in the data center at less than one-third the cost to achieve equivalent 
throughput service-levels, as compared to AWS. 

https://www.hpe.com/us/en/services/finance-services.html
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Appendix A: Test configuration details 
This appendix provides system details for the test configurations. Tables A-1, A-2, and A-3 describe the AWS public cloud configurations; Tables 
A-4 and A-5 describe the HPE on-premises configurations. 

Table A-1. AWS EBS optimized instances with 3 x c4.8xlarge + 9 x m4.16xlarge. 

Component Worker instance - m4.16xlarge Management instance - c4.8xlarge 

Number of instances 9 3 

Processor model Intel Xeon Processor E5-2686 v4  
@ 2.3 GHz 

Intel Xeon Processor E5-2666 v3  
@ 2.9 GHz 

vCPU 64 36 

Memory 256 GB 60 GB 

Network 20 GbE 10 GbE 

EBS SSD OS 100 GB General Purpose 100 GB General Purpose 

EBS SSD Temp  YARN 480 GB Provisioned N/A 

EBS HDD data directory 600 GB Throughput Optimized x 16 N/A 

OS version Red Hat Linux (RHEL) v7.2 RHEL v7.2 

JDK version JRE SE v1.7 JRE SE v1.7 

CDH Cloudera Distribution of Hadoop (CDH) v5.13 CDH v5.13 

SPARK version v1.6.0 v1.6.0 

HADOOP version Hadoop v2.6.0 Hadoop v2.6.0 

Workload software BigBench Kit BigBench Kit 

Number of instances 9 3 

Processor model Intel Xeon Processor E5-2686 v4 @ 2.3 GHz Intel Xeon Processor E5-2666 v3 @ 2.9 GHz 

vCPU 64 36 

 

Table A-2. AWS EBS optimized instances with 3 x c4.8xlarge + 9 x i3.16xlarge. 

Component Worker instance - i3.16xlarge Management instance - c4.8xlarge 

Number of instances 9 3 

Processor model Intel Xeon Processor E5-2686 v4 @ 2.3 GHz Intel Xeon Processor E5-2666 v3 @ 2.9 GHz 

vCPU 64 36 

Memory 488 GB 60 GB 

Network 25 GbE 10 GbE 

EBS SSD OS 100 GB General Purpose 100 GB General Purpose 

Local NVMe SSD 1.9 TB x 8 N/A 

OS version RHEL v7.2 RHEL v7.2 

JDK version JRE SE v1.7 JRE SE v1.7 

CDH CDH v5.13 CDH- v.13 

SPARK version v1.6.0 v1.6.0 

HADOOP version Hadoop v2.6.0 Hadoop v2.6.0 

Workload software BigBench kit BigBench kit 
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Table A-3. AWS EBS optimized instances with 3 x m5.12xlarge + 9 x m5.24xlarge. 

Component Worker instance - m5.24xlarge Management instance - m5.12xlarge 

Number of instances 9 3 

Processor model Intel Xeon Platinum 8175M Processor @ 2.5 GHz Intel Xeon Platinum 8175M Processor @ 2.5 GHz 

vCPU 96 48 

Memory 384 GB 192GB 

Network 25 GbE 10 GbE 

EBS SSD OS 100 GB General Purpose 100 GB General Purpose 

EBS SSD Temp - YARN 340 GB Provisioned N/A 

EBS HDD data directory 600 GB Throughput Optimized x 16 N/A 

OS version RHEL v7.2 RHEL v7.2 

JDK version JRE SE v1.7 JRE SE v1.7 

CDH CDH v5.13 CDH v5.13 

SPARK version v1.6.0 v1.6.0 

HADOOP version Hadoop v2.6.0 Hadoop v2.6.0 

Workload software BigBench kit BigBench kit 

 

Table A-4. On-premises HPE ProLiant Gen9 test configuration. 

Component Worker nodes Management nodes 

Number of nodes 9 2 

Server model HPE ProLiant DL380 Gen9 HPE ProLiant DL360 Gen9 

Processor model Intel Xeon Processor E5-2680 v4 @ 2.40 GHz Intel Xeon Processor E5-2640 v3 @ 2.50 GHz 

Thread count 56 32 

Memory 256 GB 128 GB 

Network 10 GbE 10 GbE 

SSD OS 480 GB SSD RI 480 GB SSD RI 

SSD Temp - YARN 480 GB SSD MU  N/A 

HDD data directory 600 GB HDD SAS N/A 

OS RHEL v7.2 RHEL v7.2 

VM version VMWare vSphere, vCenter v6.5 VMWare vSphere, vCenter v6.5 

JDK JRE SE v1.7 JRE SE v1.7 

CDH CDH v5.10 CDH v5.10 

SPARK version v1.6.0 v1.6.0 

HADOOP version Hadoop v2.6.0 Hadoop v2.6.0 

Workload BigBench kit BigBench kit 
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Table A-5. On-premises HPE ProLiant Gen10 test configuration. 

Component Worker nodes Management nodes 

Number of nodes 9 2 

Server model HPE ProLiant DL380 Gen10 HPE ProLiant DL360 Gen10 

Processor model Intel Xeon Gold 6154 Processor  
@ 3.00 GHz 

Intel Xeon Silver 4116 Processor 
@ 2.10 GHz 

Thread count 72 48 

Memory 384 GB 192 GB 

Network 25 GbE 25 GbE 

SSD OS 480 GB RI 480 GB RI 

SSD Temp - YARN 480 GB SSD MU  N/A 

HDD data directory 600 GB HDD SAS N/A 

OS RHEL v7.3 RHEL 7.3 

VM version VMWare vSphere, vCenter v6.5 VMWare vSphere, vCenter v6.5 

JDK  JRE SE v1.7 JRE SE v1.7 

CDH CDH v5.13 CDH v5.13 

SPARK version v1.6.0 v1.6.0 

HADOOP version Hadoop v2.6.0 Hadoop v2.6.0 

Workload BigBench kit BigBench kit 
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Appendix B: AWS Simple Monthly Calculator 
Tables B-1 through B-3 are representations of the AWS m5 (Skylake) configuration screens and the monthly estimate using the AWS Simple 
Monthly Calculator. The calculator uses the specified requirements for billing options, number of nodes, and other information to calculate an 
estimated monthly bill. We selected the US-East / US Standard (Virginia) region for this study. Access the Amazon Simple Monthly Calculator  to 
compare. 

Table B-3. AWS EBS optimized instances with 3x m5.12xlarge, 9x m5.24xlarge, Dedicated 

Service Type Components Region 
Upfront 

service price 
Monthy 
services 

Amazon EC2 Service (US-East) Compute: US-East / US Standard (Virginia) 

EBS Volumes: US-East / US Standard (Virginia) $4,008  

EBS IOPS: US-East / US Standard (Virginia) 

Reserved Instances (One-time Fee): US-East / US Standard (Virginia) $540,105  

Dedicated Per Region Fee: US-East / US Standard (Virginia) $1,464  

AWS Support (Business) Support for all AWS services: $547  

Support for Reserved Instances (One-time Fee): $22,660  

Free Tier Discount: ($3) 

Reserved Tier Discount: ($2,005) 

Totals: $560,760  $6,016  

Monthly (3 Yr) $15,577  $6,016  

Total Monthly Cost: $21,593  

Table B-4 shows the AWS EBS m5 (Skylake) configuration with various purchase options; 3 Yr and 1 Yr Reserved and On-Demand. 

Table B-1. Compute configuration: WS EC2 instances with 3x m5.12xlarge, 9x m5.24xlarge, Dedicated. 

Description Instances Usage Type Billing option Monthly cost 

Management nodes 3 100 % Utilized/Month RedHat Enterprise Linux on 
m5.12xlarge Dedicated 

3 Yr All Upfront 
Reserved 

$0 

Worker nodes  9 100 % Utilized/Month RedHat Enterprise Linux on 
m5.24xlarge Dedicated 

3 Yr All Upfront 
Reserved 

$0 

Table B-2. Storage configuration: AWS EBS Volumes 

Description Volumes Volume type Storage IOPS Baseline throughput Snapshot storage 

OS SSD 12 General Purpose SSD (gp2) 100 GB 300 128 MB/s 0 GB/Month 

Data HDD 144 Throughput Optimized HDD (st1) 600 GB - 23.44 MB/s 0 GB/Month 

Table B-4. Purchase Option Summary: AWS EBS optimized instances with 3x m5.12xlarge, 9x m5.24xlarge, Dedicated 

On-Demand 1 Yr, Reserved 3 Yr, Reserved 

Total one-time payment, paid all upfront N/A $284,694  $560,760 
Monthly amortization of one-time payment $23,725 $15,577  
Total monthly payments (other) $45,599  $6,016  $6,016  
Monthly total (12 Instances) with Red Hat Enterprise Linux  $45,598  $29,741 $21,593  

http://calculator.s3.amazonaws.com/index.html
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Appendix C: HPE on-premises Bill of Materials (BOM) and pricing information 

HPE Gen9 configuration 

 

Figure C-1. On-premises BOM and pricing information for HPE Gen9 configuration. 

 

ProLiant DL Gen9 1TB and 3TB Configurations
Price 

Key

Part

Number

Unit

Price
Qty

Extended

Price

3 Yr SW 

Price

3 Yr Maint 

Price

Management Nodes

HPE DL360 Gen9 8SFF CTO Server 1 755258-B21 $1,797 2 $3,594

HPE DL360 Gen9 E5-2640v4 Kit 1 842978-B21 $1,359 2 $2,718

HPE DL360 Gen9 E5-2640v4 FIO Kit 1 842978-L21 $1,359 2 $2,718

HPE 16GB 2Rx4 PC4-2133T-R Kit           1 726719-B21 $669 16 $10,704

HPE H240ar 12Gb 2-ports Int FIO Smart Host Bus Adapter 1 749976-B21 $249 2 $498

HPE 500W FS Plat Ht Plg Pwr Supply Kit 1 720478-B21 $309 4 $1,236

HPE 480GB 6G SATA RI-2 SFF SC SSD 1 877746-B21 $649 2 $1,298

HPE Ethernet 10Gb 2P 560FLR-SFP+ Adptr 1 665243-B21 $679 2 $1,358

HPE 3Y FC 24x7 DL360 Gen9 SVC 1 U7AL9E $1,404 2 $2,808

HPE iLO Adv incl 3yr TS U E-LTU 1 E6U64ABE $469 2 $938

HP W1972a 18.5-In LED Monitor (1 + 2 spare) 1 B7M13A8#ABA $80 2 $160

HP PS/2 Keyboard And Mouse Bundle  (1 + 2 spare) 1 B1T13AA#ABA $28 2 $56

$24,340 $938 $2,808

Worker Nodes

HPE DL380 Gen9 24SFF CTO Server 1 767032-B21 $2,107 9 $18,963

HPE DL380 Gen9 High Perf Fan Kit 1 719079-B21 $239 9 $2,151

HPE DL380 Gen9 2SFF Bay Kit 1 724864-B21 $179 9 $1,611

HPE DL380 Gen9 Secondary Riser 1 719073-B21 $99 9 $891

HPE DL380 Gen9 E5-2680v4 Kit 1 817951-B21 $2,509 9 $22,581

HPE DL380 Gen9 E5-2680v4 FIO Kit 1 817951-L21 $2,509 9 $22,581

HPE 32GB 2Rx4 PC4-2400T-R Kit           1 805351-B21 $1,059 72 $76,248

HPE 1TB 6G SATA 7.2k 2.5in SC MDL HDD 1 655710-B21 $499 144 $71,856

HPE 480GB SATA RI SFF SC DS SSD 1 877746-B21 $649 9 $5,841

HPE 480GB SATA MU SFF SC DS SSD 1 877776-B21 $879 9 $7,911

HPE Smart Array P840/4G Controller 1 726897-B21 $1,249 9 $11,241

HPE 12Gb DL380 Gen9 SAS Expander Card 1 727250-B21 $699 9 $6,291

HPE 800W FS Ti Ht Plg Pwr Supply Kit 1 720482-B21 $409 18 $7,362

HPE Ethernet 10Gb 2P 560FLR-SFP+ Adptr 1 665243-B21 $679 9 $6,111

HPE 3Y FC 24x7 DL380 Gen9 SVC 1 U7AE5E $1,872 9 $16,848

HPE iLO Adv incl 3yr TS U E-LTU 1 E6U64ABE $469 9 $4,221

$261,639 $4,221 $16,848

Network 

HPE 1620-24G Switch 1 JG913A $299 1 $299

HPE 5900AF-48XG-4QSFP+ Switch 1 JC772A $20,990 1 $20,990

HPE 1m Multi-mode OM3 LC/LC FC Cable 1 AJ834A $70 11 $770

CAT6 UTP 1G Ethernet Network Cable 7ft (42 cables) 2 C6-UTPSMPVCYL-2M $2 42 $84

HPE A58x0AF 650W AC Power Supply 1 JC680A $749 4 $2,996

HPE 1 year FC 24x7 5900-48 Switch Service 1 U3PT0E $2,144 3 $6,432

HPE 58x0AF Bck(pwr)-Frt(ports) Fan Tray 1 JC682A $179 4 $716

$25,855 $6,432

Rack 

HPE 42U 600x1075mm Adv G2 Kit Pllt Rack 1 P9K07A $1,179 1 $1,179

HPE 24A High Voltage Core Only Corded PDU 1 252663-D74 $259 4 $1,036

$2,215 $0

Total HW Extended Price $314,049 $5,159 $26,088

Hardware + Maintenance Total HW Discounts (40%) ($125,620) $0 $0

Total HW $188,429 $5,159 $26,088

Server Software

VMw vSphere Std 1P 3yr E-LTU (31.6% Discount) 1 BD711AAE $1,231 22 $27,093

VMw vCenter Server Std for vSph 3y E-LTU 1 P9U41AAE $9,659 1 $9,659

VMw vCenter Server Std for vSph 3y E-LTU Discount ($3,240)

RHEL Svr 2 Sckt/2 Gst 3yr 24x7 E-LTU 1 G3J30AAE $3,702 12 $44,424

$0 $77,936 $0

Grand Total $188,429 $83,095 $26,088

3 year cost of ownership USD: $297,613

Qpm @ 1TB 325

Qpm @ 3TB 418

$ USD/Qpm @ 1TB/Monthly

$ USD/Qpm @ 3TB/Monthly

Sales contact: HPE WW Headquarters, 3000 Hanover St., Palo 

Alto, CA 94304-1185  (650) 857-1501 or HPE: 855-472-5233

 All discounts are based on US list prices and for similar quantities 

and configurations. A 40% discount was based on the overall specific 

components pricing from vendor 1 in this single quotation. 

Discounts for similarly sized configurations will be similar to those 

quoted here, but may vary based on the components in the 

configuration.

$25.44

$19.78

Subtotal

Subtotal

Subtotal

Subtotal

Subtotal

Price Key: 1 - HPE 2 - fs.com                                                                                                       
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HPE Gen10 configuration 

Figure C-2. On-premises BOM and pricing information for HPE Gen10 configuration. 

ProLiant DL Gen10 1TB and 3TB Configurations
Price 

Key

Part

Number

Unit

Price
Qty

Extended

Price

3 Yr SW 

Price

3 Yr Maint 

Price

Management Nodes

HPE DL360 Gen10 8SFF CTO Server 1 867959-B21 $2,259 2 $4,518

HPE DL360 Gen10 Intel Xeon Silver 4116 CPU @ 2.10GHz 1 874449-B21 $1,649 2 $3,298

HPE DL360 Gen10 Intel Xeon Silver 4116 CPU @ 2.10GHz 1 874449-L21 $1,649 2 $3,298

HPE 16GB 1Rx4 PC4-2666V-R Smart Kit 1 835955-B21 $569 16 $9,104

HPE 800W CS Platinum Plus AC Power Supply 1 865414-B21 $379 4 $1,516

HPE 96W Smart Storage Battery 145mm Cbl 1 875241-B21 $99 2 $198

HPE 480GB SATA RI SFF SC DS SSD 1 877746-B21 $649 2 $1,298

HPE Ethernet 25G Network Adapter 1 Q7M97A $999 2 $1,998

HPE 3Y FC 24x7 DL360 Gen10 SVC 1 H8QF0E $1,565 2 $3,130

HPE iLO Adv incl 3yr TS U E-LTU 1 E6U64ABE $469 2 $938

HP W1972a 18.5-In LED Monitor (1 + 2 spare) 1 B7M13A8#ABA $79 2 $158

HP PS/2 Keyboard And Mouse Bundle  (1 + 2 spare) 1 B1T13AA#ABA $27 2 $55

$25,441 $938 $3,130

Worker Nodes

HPE DL380 Gen10 24SFF CTO Server 1 868704-B21 $2,759 9 $24,831

HPE DL380 Gen10 High Perf Fan Kit 1 867810-B21 $239 9 $2,151

HPE DL380 Gen10 2SFF Bay Kit 1 826687-B21 $249 9 $2,241

HPE Intel Xeon Gold 6154 CPU @ 3.00GHz Kit 1 826888-B21 $5,829 9 $52,461

HPE Intel Xeon Gold 6154 CPU @ 3.00GHz Kit 1 826888-L21 $5,829 9 $52,461

HPE 32GB 2Rx4 PC4-2666T-R Kit 1 815100-B21 $1,109 108 $119,772

HPE 600GB SAS 6G 10K SFF SC DS HDD 1 872477-B21 $545 144 $78,480

HPE 480GB SATA MU SFF SC DS SSD 1 877776-B21 $879 9 $7,911

HPE Smart Array P408i-a SR 1 804331-B21 $599 9 $5,391

HPE 12Gb DL380 Gen10 SAS Expander Card 1 870549-B21 $699 9 $6,291

HPE 1600W FS Plat Ht Plg LH Pwr Sply Kit 1 830272-B21 $479 18 $8,622

HPE Ethernet 25G Network Adapter 1 Q7M97A $999 9 $8,991

HPE 3Y FC 24x7 DL380 Gen10 SVC 1 H8QP7E $2,127 9 $19,143

HPE iLO Adv incl 3yr TS U E-LTU 1 E6U64ABE $469 9 $4,221

$369,603 $4,221 $19,143

5.18%

Network 

HPE 1620-24G Switch 1 JG913A $299 1 $299

HPE FlexFabric 5950 32QSFP28 Switch 1 JH321A $25,990 1 $25,990

HPE 58x0AF 650W AC Power Supply 1 JC680A    $749 2 $1,498

HPE X712 Fan Tray 1 JH389A $149 6 $894

HPE 1Y FC 24x7 FF 5950 32Q28 Swch SVC 1 H2HJ2E $2,587 3 $7,761

HPE 100Gb QSFP28 to 4x25Gb SFP28 3m DAC 1 845416-B21 $699 6 $4,194

$32,875 $0 $7,761

Rack 

HPE 42U 600x1075mm Adv G2 Kit Pllt Rack 1 P9K07A $1,179 1 $1,179

HPE 24A High Voltage Core Only Corded PDU 1 252663-D74 $259 2 $518

$1,697 $0 $0

Total HW Extended Price $429,616 $5,159 $30,034

Hardware + Maintenance Total HW Discounts ($169,429) $0 $0

Total HW $260,187 $5,159 $30,034

Esternal Server Software

VMw vSphere Std 1P 3yr E-LTU 1 BD711AAE $1,231 22 $27,093

VMw vCenter Server Std for vSph 3y E-LTU 1 P9U41AAE $9,659 1 $9,659

VMw vCenter Server Std for vSph 3y E-LTU Discount 1 P9U41AAE ($3,240)

RHEL Svr 2 Sckt/2 Gst 3yr 24x7 E-LTU 1 G3J30AAE $3,702 11 $40,722

$0 $74,234 $0

Grand Total $260,187 $79,393 $30,034

3 year cost of ownership USD: $369,615

Qpm @ 1TB 432

Qpm @ 3TB 589

$ USD/Qpm @ 1TB/Monthly

$ USD/Qpm @ 3TB/Monthly

Sales contact: HPE WW Headquarters, 3000 Hanover St., Palo 

Alto, CA 94304-1185  (650) 857-1501 or HPE: 855-472-5233

 All discounts are based on US list prices and for similar quantities 

and configurations. A 40% discount was based on the overall 

specific components pricing from vendor 1 in this single quotation. 

Discounts for similarly sized configurations will be similar to those 

quoted here, but may vary based on the components in the 

configuration.

$17.43

Subtotal

Subtotal

Subtotal

Subtotal

Subtotal

Price Key: 1 - HPE

$23.77
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Appendix D: Calculating the performance metric 
We used a performance metric similar to the performance metric used by the TPCx-BB benchmark. We conducted performance analyses for both 
AWS public cloud and HPE on-premises solutions. For each test configuration, we measured performance according to the number of queries 
completed in a certain time span (higher is better). We ran our tests at a scaling factor of 1 TB and 3 TB. Our performance results were 
generated using the following equation: 

Qpm@k =  
k ∗  60 ∗  Q

 √TPwr  ∗  TTP 2
 

In this equation:  

 Qpm is the queries per minute achieved by a workload, at a specific scaling factor k.  

 Q represents the number of queries performed. 

 TPwr st, 
multiplied by the number of queries in the test. 

 TTP is the total elapsed time of the throughput phase, divided by the number of streams. 

 @k is the scale factor (1 TB or 3 TB). 

Appendix E: Other information 

EBS IOPS 
HPE Performance Engineering typically employs the use of SSDs to store temp data and has measured high IOPS on these drives. The 
performance increase for using SSDs for storage of temporary data in an on-premises environment is in the range of single-digit percentage, 
while the cost of the SSDs raises the overall TCO by less than 1%. In this case, it makes business sense to use such drives. The range of instances 
offered through AWS do not allow combinations of EBS and local SSDs for storage. Therefore, we configured equivalent EBS drives for the temp 
data specifying 20,000 IOPS in the m4 and the m5 configurations. While this configuration provided performance improvement, we learned after 
the testing was completed that the cost of this configuration doubled the TCO for these AWS instances. All performance results were with the 
high IOPS configurations; however, because we believed it would have unfairly disadvantaged the AWS TCO/Performance in the comparisons, we 
removed the cost of these drives from the AWS TCO calculations in all of the examples. 

Costs of data ingress and egress 
Although data movement can be a significant portion of the Monthly TCO for public cloud deployments, for this analysis we did not make 
assumptions about data movement, nor did we calculate the cost to move data in and out of the AWS infrastructure. 

Cloudera license costs  Bring Your Own License (BYOL) 
h the use of 

Cloudera on AWS, we chose to remove the Cloudera license fees from this analysis. However, note that due to the raw performance advantage of 
the HPE solutions, more instances are required in the AWS configurations to meet specified throughput service-levels, and the total license fees 
for software, due to the additional instances, can be expected to be proportionately more expensive. 

 



Technical white paper 

Sign up for updates 

© Copyright 2018 Hewlett Packard Enterprise Development LP. The information contained herein is subject to change without notice. 

The only warranties for Hewlett Packard Enterprise products and services are set forth in the express warranty statements 

accompanying such products and services. Nothing herein should be construed as constituting an additional warranty. Hewlett Packard 

Enterprise shall not be liable for technical or editorial errors or omissions contained herein.  

Microsoft and Windows are U.S. registered trademarks of Microsoft Corporation. Intel and Xeon are trademarks of Intel Corporation in the 

U.S. and other countries. Red Hat is a trademark of Red Hat, Inc. Linux is a registered trademark of Linus Torvalds. TPC and TPCx-BB are 

trademarks of the Transaction Processing Performance Council. All other third-party trademark(s) is/are the property of their respective 

owner(s). 

a00043038enw, April 2018 

Additional resources 
Big Data Solutions from HPE 

hpe.com/us/en/solutions/big-data.html 

HPE Datacenter Care Operational Support Services 

h20195.www2.hpe.com/v2/GetPDF.aspx/4aa5-7545enw.pdf 

HPE Gen10 Servers 

hpe.com/us/en/servers/gen10-servers.html 

HPE Power Advisor Tool 

h20195.www2.hpe.com/v2/GetPDF.aspx/4AA6-2925ENW.pdf 

HPE GreenLake Big Data 

hpe.com/greenlake 

HPE GreenLake Flex Capacity 

hpe.com/us/en/services/flexible-capacity.html 

451 Research Advisory: Best of Both Worlds 

hpe.com/us/en/pdfViewer.html?resource=/content/hpe/country/us/en/resources/services/best-both-worlds 

HPE Reference Architecture for Hadoop on HPE Elastic Platform for Big Data Analytics (EPA) 

hpe.com/h20195/V2/getpdf.aspx/4AA5-6136ENW.pdf 

HPE Workload Portability Services 

h20195.www2.hpe.com/v2/GetPDF.aspx/4AA6-5869ENW.pdf 

Intel® Xeon® Processor Scalable Family 

intel.com/content/www/us/en/processors/xeon/scalable/xeon-scalable-platform.html 

Technologies in HPE ProLiant Gen10 2-socket servers 

h20195.www2.hpe.com/V2/getpdf.aspx/4AA5-4487ENW.pdf 

Learn more at 
hpe.com/info/servers 

hpe.com/greenlake 

https://www.hpe.com/global/hpechat/index.html?jumpid=Collaterals_4AA4-xxxxENW
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